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ABSTRACT Malware detection is a problem that has become particularly challenging over the last decade.
A common strategy for detecting malware is to scan network traffic for malicious connections between
infected devices and their command and control (C&C) servers. However, malware developers are aware of
this detection method and begin to incorporate new strategies to go unnoticed. In particular, they generate
domain names instead of using static Internet Protocol addresses or regular domain names pointing to their
C&C servers. By using a domain generation algorithm, the effectiveness of the blacklisting of domains is
reduced, as the large number of domain names that must be blocked greatly increases the size of the blacklist.
In this paper, we study different Long Short-Term Memory neural network hyperparameters to find the
best network configuration for algorithmically generated domain name detection. In particular, we focus
on determining whether the (complex) feature engineering efforts required when using other deep learning
techniques, such as Random Forest, can be avoided. In this regard, we have conducted a comparative analysis
to study the effect of using different network sizes and configurations on network performance metrics. Our
results show an accuracy of 97.62% and an area under the receiver operating characteristic curve of 0.9956 in
the test dataset, indicating that it is possible to obtain good classification results despite avoiding the feature
engineering process and additional readjustments required in other machine learning techniques.

INDEX TERMS Deep learning, LSTM, malware, domain generation algorithms.

I. INTRODUCTION
The malware industry has become one of the most prof-
itable illegal businesses in the world. According to Europol,
the impact of cybercrime reached close to US $3 Trillion
in 2013, that is, it is more profitable than the global trade in
marijuana, cocaine, and heroin combined [1].

Banking trojans, ransomware, and other malicious soft-
ware are examples of malware used by cybercriminals for
damage and profit. Malware samples are analyzed to under-
stand their behavior and implement the appropriate protec-
tion mechanisms. However, manual reverse engineering is a
time-consuming task that has become practically impossible
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given the increase in the number of malware samples found
in the last decade [2]. For instance, VirusTotal reports that,
on average, more than 550,000 new samples are analyzed
per day [3]. As a result, interest in automated analysis and
classification methods has increased in recent years, with
numerous articles published on this topic [4].

A common approach to detecting malware is to monitor
its behavior from the network, since today most malware
samples communicate with a Command & Control (C&C)
server [5], usually using the Hypertext Transfer Protocol
(HTTP). Destination Internet Protocol (IP) addresses and
Domain Name System (DNS) resolutions are a good source
of information that can be obtained from the network. When
a malware sample connects to a specific IP address or DNS
hostname, actions are taken to block this communication,
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based on a previously defined list of malicious or disreputable
IPs and hostnames, called blacklists. These blacklists are
frequently updated and revised to include the C&C servers
of the most recently released malware samples.

To reduce the effectiveness of these blacklists, malware
developers began to use a different approach. Instead of
using static hostnames or multiple hostnames that belong to
a specific domain, they use algorithms to deterministically
generate domain names. These algorithms are calledDomain
Generation Algorithms (DGA1). Malware using these algo-
rithms generates a domain name at runtime and attempts to
resolve it, repeating the operation until it can connect to a
valid C&C server. This technique became popular due to the
massive infection of the Conficker worm [6], as it allowed
botmasters to deploy a new C&C server when the old one has
been seized and thus continue to grow their botnet.

A domain name, or more precisely named Fully Qualified
Domain Name (FQDN) [7], is a sequence of strings separated
by a period character that can be managed as a single string
representing a host specific on the network. An FQDN can
be divided into Top-Level Domain (TLD), domain name,
subdomains, and hostname. For instance, in the FQDN
mail.google.com,com is the TLD,google.com is the
domain name, and mail.google.com is the host name.
Normally, humans can read an FQDN as a sentence in English
or any other language, since it is generally created in a
readable and memorable way. This is the main motivation of
companies when choosing their brand, products, and domain
names. In reality, this way of choosing domain names gen-
erated disputes and has resulted in companies paying large
amounts of money to use the domain name they want to
use [8].

By contrast, algorithmically generated domain names
serve a completely different purpose. They are not created
to be easy to remember and write, but rather to generate
thousands deterministically using a snippet of code so that
both the malware and the creator of the malware know which
domain names will be generated in the near future. As a
result, the generated domain names are seemingly random
or strange to the human eye. Specifically, there are four dif-
ferent DGA generation schemes with different levels of ran-
domness [9]: hash-based and arithmetic DGA-based domain
names look like random characters, while permutation-based
and wordlist DGA-based domain names are generated based
on a sequence of words from a list of words or based on
permutations of an initial domain name.

If we think about how a human would identify these algo-
rithmically generated domain names, we would see that they
would start reading from the first character of the FQDN
to the last. Even before finishing the reading process, they
would realize that the sequence looks strange compared to
other more legitimate FQDNs. As we can see, following
this approach, the concept of sequence is very important

1In this paper, we use DGA interchangeably as a singular and plural
acronym.

for FQDN classification problems, since the same set of
characters distributed in a different order can change the
result of the classification. For example, a certain FQDN
like myclassificationproblem.foo would contain
the same characters and length as msolpiflbitecycraa
moisn.foo, although the latter should probably be clas-
sified as malicious (or at least considered a candidate for
manual review).

In this paper, we study how Long Short-Term Mem-
ory (LSTM) Neural Networks can be used to detect
DGA-based domain names. In particular, our main research
question is to explore whether we can obtain an LSTMmodel
that still performs well despite using a small dataset, avoid-
ing the complex feature extraction and feature engineering
inherent in other machine learning techniques. The use of a
small dataset is motivated to facilitate comparison with other
approaches, as we explain in more detail below.

The contribution of this paper is twofold. First, we have
studied the impact of different hyperparameters of the LSTM
neural networks on their performance, specially focused on
finding the best network configuration for the detection of
DGA-based domain names. To date, and to the best of our
knowledge, this kind of study has not been explored in depth
before. Second, we have compared the results of the best
network configuration found with the results obtained in our
previous work [10], which was based on masked N-Grams
and Random Forest. This previous approach required us to
spend a significant amount of time on the feature engineering
process. This comparison allows us to decide whether or
not the feature-engineering process can be skipped and to
quantify the impact of this decision in the detection results.
To this extent, we need to use the same (small) dataset in both
approaches to compare them fairly. At the same time, the fact
of using such a small dataset makes the neural network that
we obtain is simpler in terms of size and complexity than
other approaches, as otherwise the network would exhibit
stability issues (i.e., it would not converge). We elaborate
further on this issue when discussing the experimental results.

This paper is organized as follows. Section II provides
some background on LSTM neural networks to help the
reader understand the rest of this paper. Section III presents
related work. Section IV describes the dataset, the encoding
strategies that we follow to represent a sequence of characters,
the deep learningmodels used, and the design of experiments.
Section V discusses our findings. Finally, Section VI con-
cludes the paper.

II. BACKGROUND: LONG SHORT-TERM MEMORY
NEURAL NETWORKS
LSTM [11] is a specific design of Recurrent Neural Networks
(RNN) [12] where neurons are distributed in four different
pieces. Each of these pieces works as an independent neu-
ral network designed for a specific purpose, and some of
them control the behavior of the input, output and forget
gates. Together, they build an LSTM cell. When we refer
to an LSTM with 128 neurons, we mean an LSTM network
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FIGURE 1. LSTM design (simplified).

where each of these pieces within each LSTM cell has
128 neurons.

A gate is a product operation that controls whether a given
value is passed on to the next operation or not, and how that
value is affected by the gate. For instance, when a value of 2
is received as input, the input gate with value 0 results in that
input value not being passed on to the next operation (i.e.,
the gate is closed), whereas a value 1 causes the input to be
transmitted (i.e., the gate is opened). As shown in Figure 1,
the gates are controlled by a layer of neurons that use a
sigmoid activation function in the output layer. This sigmoid
function makes the output value in the range of 0 to 1, which
is a desirable range of values to set the opening level of that
gate.

The input gate controls how the network takes current input
into account. The output gate controls how the internal state
affects the prediction or classification. Finally, the forget gate
controls when some of the previously learned information
should no longer be considered in subsequent iterations.
In other words, the gates are designed to allow the network
to choose what information to learn and what information to
forget [11].

In addition to the NNs that control the gates, there is
another NN responsible for generating the classification
results, given an input and the information learned by the
network in previous iterations. In Figure 1, this NN includes
a hyperbolic tangent activation function, although other acti-
vation functions (such as softsign) can also be used.

LSTMs have been found to be very successful in time
series processing due to their ability to learn long-short term
dependencies, including DGA detection [13]. Well-known
examples of products that use LSTM networks are Google
Translator, Apple Siri, or Amazon Alexa, to name a few [14].

III. RELATED WORK
Neural Networks (NN) have been widely used to deal with
the DGA detection problem, with good results. The advan-
tage of these models is their ability to process raw data

with minimum pre-processing. In our previous work, a sig-
nificant amount of time was spent analyzing the data and
extracting characteristics from it. This process requires a
deep knowledge of the problem and the data being ana-
lyzed, and it is prone to errors such as not finding the most
representative characteristics or not normalizing and prepar-
ing them properly, which results in unpredictable behavior
and, in general, less accuracy and worse performance of the
model.

Likewise, LSTM networks have been widely used to solve
natural language processing, speech recognition [15], and
other problems where the concept of sequence is important.
Woodbridge et al. [13] propose a NN composed of an embed-
ding layer, a LSTM layer of 128 neurons, and a dense layer.
The first two are used for feature extraction, while the last is
in charge of classification. They compare the results obtained
with three different models: a hidden Markov model without
distinctive features, logistic regression on character bigrams,
and a random forest using manually-crafted domain features
(similar to the lexical features proposed by da Luz and other
authors). Their results show that the proposed model can
classify 98% of DGAs with a FPR of 0.001.

Tran et al. [16] introduce an improvement over
Woodbridge’s proposal by including the use of an LSTM
model with multiclass imbalance (LSTM.MI). In this
model, the LSTM network includes cost items in its
back-propagation learning mechanism, so the impact of a
classification error differs depending on the type of error.
Their model follows a two-stage approach: in the first stage,
an LSTM.MI classifies domain names into DGA-based and
non-DGA-based domains. At this stage, costs are set in such
a way that a higher cost is set when classifying a legitimate
domain as a DGA-based domain than the other way around.
This setting prevents legitimate domains from being blocked
as malicious by mistake, which is a desirable setting in
protection mechanisms with automatic blocking capabilities.
In the second stage, if the domain name was previously clas-
sified as DGA-based domain, a second multi-class LSTM.MI
classifies the domain name in the specific family that gener-
ated it, giving the final result of the classification.

Convolutional Neural Networks (CNN) have been used
successfully to solve the DGA classification problem.
Catania et al. [17] propose a NN composed of an embedding
layer, a one-dimension convolutional layer (1D-CNN), and
dense layers. Using a CNN instead of a LSTM resulted
in an increase in performance, since convolutions can be
executed concurrently, while LSTM requires sequential exe-
cution, reducing the opportunity for parallel computation.
They compare their results with the model proposed by
Woodbridge et al. [13], although the evaluated model is not
exactly the same as the model proposed by Woodbridge et al.
(the greatest difference is in the activation function used in
the LSTM layer). Both models are trained for 10 epochs with
70% of the dataset, and tested with the remaining 30%. The
LSTMmodel shows a True Positive Rate (TPR) value around
94% and a False Positive Rate (FPR) value close to 3%, while
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the CNN model shows a TPR value around 97% and a FPR
value of 0.7%.

As described above, CNNs have been used successfully to
classify algorithmically generated domain names. However,
they are discarded from our approach as using a 1D-CNN
with size N is, in essence, a similar approach to the one we
followed in our previous work, where we used N-Grams to
detect chunks of the string that can result in a classification
decision. For instance, using a convolution layer of size 3 in
the string ‘‘facebook’’ results in that string being split into
‘‘fac’’, ‘‘ace’’, ‘‘ceb’’, ‘‘ebo’’, ‘‘boo’’, ‘‘ook’’. Each one of
these pieces would be convoluted to result in a number that
would be the input of a dense layer of neurons. The weights in
the convolution matrix would provide an abstraction of each
specific N-Gram, which is similar to the manual masking of
N-Grams that we perform in [10], but letting the network
learn the best representation, in a similar way as embedding
layers do.

Liu et al. [18] propose an improvement over the Recurrent
Convolutional Neural Network (RCNN) initially proposed
by Lai et al. [19], which is a combination of a Bidirec-
tional LSTM (Bi-LSTM) layer and Convolutional layers.
The Recurrent Convolutional Neural Network with Spatial
Pyramid Pooling (RCNN-SPP) involves a modification in the
pooling algorithm used in the convolutional layers to improve
the representation of domain name features. In this modifica-
tion, multiple filters with different sizes are used to obtain
feature representations which are then combined to generate
the final representation. This proposal achieves an accuracy
of 92% for both binary and multi-class classification.

Yang et al. [20] propose a Heterogeneous Deep Neural
Network (HDNN), composed of two different models.
First, an Improved Parallel CNN (IPCNN) architecture that
uses multiple CNNs with different kernel sizes combined
together to extract local features at different scales. Second,
a Self-Attention basedBi-LSTM (SA-Bi-LSTM) that extracts
global features. Finally, IPCNN and SA-Bi-LSTM layers are
combined together to provide a final classification result.
The experiments show that HDNN performs better than other
previous approaches with the dataset under evaluation.

Table 1 compares the methodologies of the related works
listed above that are focused on detecting algorithmically
generated domain names. This table also compares their
performance metrics, which are discussed in more detail in
Section V-A.

Compared to the related work, this paper has two main
contributions. First, we conducted an in-depth study of the
simplest and fastest LSTM network design that can achieve
results similar to those obtained in [13], [17], but with less
complexity of the network model. This in-depth study was
not considered by Woodbridge et al. [13], who proposed
their models with a specific and static configuration. Train-
able parameters (also known as learnable parameters) are
the layer weights that are updated by the back-propagation
mechanism and that contain the information learned by the
network from exposure to the training data [21]. Therefore,

the complexity of the network (i.e., its size) increases with
regard to the number of training parameters, since the number
of parameters to be adjusted in the training process also
increases. This complexity increases substantially when dif-
ferent models are combined, as the authors in [18], [20] do,
because the use of bidirectional networks and convolutional
layers using different kernel sizes considerably increases the
number of trainable parameters. Second, we also compare
our results with the results obtained from our previous work
to verify whether models with automatic feature extraction,
such as neural networks, can perform as well as models that
include a previous process of manual feature engineering,
saving the amount of time required to perform such a task.

Finally, let us recall that using complex approaches that
are based on large datasets is not usually seen as a prob-
lem, as long as they provide better results overall. However,
in this work we have deliberately imposed a strong constraint:
the use of a small dataset rather than a large dataset. This
decision is motivated because our goal is to compare our
results in this work with our previous work [10], to show if
the time-consuming task of the feature engineering process
can be skipped and still get a model with good classification
results.

IV. DESCRIPTION OF EXPERIMENTS
This section first describes the dataset that we built for exper-
imentation and then the features that are extracted from the
domain names. Finally we present the design of the network
model and the experiments.

A. DATASETS
Using pure lexical features has several advantages over other
approaches [22]–[26]. In a pure lexical approach, the list
of malicious domain names is sufficient to train the model.
This list can be generated from the algorithms used by
different malware families. These algorithms are generally
published in threat intelligence reports, where the algorithms
are obtained by malware analysts using reverse engineering
techniques.

However, the features used in the detection of algorithmi-
cally generated domain names depend to a large extent on
information that can change over time. For instance, the infor-
mation obtained from a DNS response today may differ
significantly from the information obtained a few weeks ago.
Therefore, it is difficult to get a good dataset of algorithmi-
cally generated domain names, especially for those malware
families that are currently inactive or cannot be artificially
generated, since no real DNS responses can be obtained.

In our previous work we proposed a new feature engi-
neering scheme using the lexical features proposed by da
Luz [26] and other authors, and adding a new set of features
based on the occurrence of masked N-Grams [10]. Using
Boruta’s feature selection algorithm [27], we concluded that
it was possible to get an accuracy of up to 98.73% using
15 features based on pure lexical information, which is sim-
ilar to the accuracy obtained when non-lexical features are
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TABLE 1. Methodologies and metrics of our proposal and the related work (the values of other works were taken from their results).

also used. However, the Random Forest approach requires
a prior feature engineering process, which is complex, very
time consuming, and has a strong impact on model results.

To avoid this prior process, we explore in this paper
whether a neural network approach is suitable for detect-
ing algorithmically generated domain names. To evaluate
it, we need two datasets that represent a good exam-
ple of legitimate domain names (such as ‘‘google.com’’
or ‘‘facebook.com’’) and algorithmically generated domain
names used by malware samples from different families.
Unfortunately, the datasets used by other authors such as
Woodbridge et al. [13] or Catania et al. [17] are not public,
so we need to create our own dataset. In particular, we use the
datasets generated from our previous work [28], made up of
32, 000 legitimate and 32, 000 DGA-based domain names.
Furthermore, this allows us to compare the results obtained
here with those obtained in our previous research.

B. FEATURES
One of the main goals of this research is to assess whether
the intensive time-consuming task of the feature engineering
process (initial feature extraction, normalization, and fea-
ture readjustment) can be reduced by using a deep learn-
ing approach, which is a NN with multiple parameters and
training with a big amount of data. Each of the layers in a
deep learning architecture transforms the input data into a
more abstract representation. A well-known example of this
characteristic is the face detection problem, where neurons
in the first layer are specialized in detecting vertical and
horizontal lines. The next layer uses those lines detected in
the previous layer to detect simple shapes such as squares or
circles, and the following layers increase the complexity of
the information they are able to identify. As the information
is processed by additional layers, elements such as eyes, nose,
etc., are detected. Finally, the last layer detects the presence
of a face, based on the multiple levels of abstraction that the
network applied to each of the layers. Due to this characteris-
tic, NNs are particularly good at managing unstructured data
and have been used successfully in other fields such as image
processing, natural language processing, etc [12], as the most
important features are automatically learned by the network
directly from the input as a part of the training process.
Therefore, the use of NN simplifies the feature engineering
process, as extracting as many features as possible from each

sample is not a requirement. Thus, our feature array contains
the character sequence in the FQDN string.

In the field of computer science, strings are generally
represented as an array of numerical values between 0 and
255 (that is, one byte) that represents one character, according
to the well-known American Standard Code for Information
Interchange (ASCII) standard [29]. However, this represen-
tation does not work particularly well in many Machine
Learning (ML) models, since it creates a similarity between
characters with contiguous ASCII codes, when in reality the
sequence of ASCII characters does not follow any sense
of continuity between them. For instance, given the strings
‘‘AAAAA,’’ ‘‘BCDFG,’’ and ‘‘UUUUU’’, a model that uses
an ASCII representation will probably conclude that strings
‘‘AAAAA’’ and ‘‘BCDFG’’ are more similar to each other
than ‘‘UUUUU’’, because ‘‘A’’ and ‘‘B’’ are represented
by similar numerical values in their ASCII representation,
whereas a human will probably say that ‘‘AAAAA’’ and
‘‘UUUUU’’ are more similar in that they are made up of a
sequence of vowels.

To solve this problem, the concept of embedding was intro-
duced. Embedding is a technique used to represent data (such
as a word or a character) as a series of features that define that
particular data. Most NN models include embedding as an
optional layer that can be configured in the network design.
When this layer is included in the network, it is affected by
the training process in the same way as other layers in the
network. As a consequence, the training process will find
the optimal representation for each piece of information (i.e.,
a word, a character, etc.) [12].

Although this was the approach followed by
Woodbridge et al. [13], under certain circumstances a static
representation has been proven to provide good results. For
instance, Word2vec [30] is a representation that maps each
word in natural language space to a vector of hundreds of
features that represents the meaning and context of the word.
This representation is widely used by computer scientists to
deal with natural language processing problems.

However, FQDNs are not necessarily made up of words,
so we cannot use Word2vec for our experiments. For this
reason, we follow a simple static approach called One-Hot
Encoding [12]. One-Hot Encoding is a widely used technique
for representing categorical features in classification prob-
lems, where each element is represented by a matrix of the
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TABLE 2. Examples of one-hot encoding.

FIGURE 2. Network configuration for DGA detection.

same size as the number of possible categories. In our specific
problem, our representation is an array of size 38 (the English
alphabet plus digits, the dash, and the dot symbols), where the
first position set to 1 represents that the element is a letter ‘‘a’’,
the second position represents that the element is a letter ‘‘b’’,
and so on. Obviously, arrays with more than one position set
to 1 are not valid, since an element cannot be represented by
two different characters at the same time. Some examples of
one-hot encoding representations can be found in Table 2.

Finally, LSTM requires all the samples included in a train-
ing batch be the same length. According to Request For
Comments 1035 [7], the length of an FQDN is limited to
255 characters and each subpart of the FQDN is limited to
63 characters. To avoid this problem, we extend all the FQDN
names in our datasets to the longest length sample by adding
null characters, represented by a null vector of characteristics,
to the end of the FQDN.

C. EXPERIMENTAL MODEL AND SCENARIOS
For our experiments, we design a network composed of two
layers, as shown in Figure 2. We first encode the input
appropriately for the LSTMmodel. In particular, as explained
above we use a one-hot encoding strategy [12]. The first layer
(LSTM) is made up of a LSTM cell, while the second layer
(DENSE) is made up of a dense layer that interconnects each
output of the previous layer to obtain a single output.

Regarding the design of experiments, several parameters
of the network have been modified during the experiment,
among them: (a) network size; (b) activation function; and
(c) batch size in the training phase. We detail these changes
in the following paragraphs.

First, different sizes of LSTM (5, 15, 25 and 50 neurons)
are used in our experiments. The size of the network has a

significant impact on the results, as smaller networks often
require a smaller training dataset, train much faster, and
classify with better generalization, as it is more difficult to
find overfitting. However, larger networks can accommodate
more complex datasets and answer more difficult classifica-
tion problems. Therefore, finding a balance between the two
is one of our goals in this document.

Second, all the activation functions supported by
Keras [31], a well-known library for building NNs, are used
in each of the NNs inside the LSTM cell. However, most of
them are discarded from our study since they make the model
unstable, as it does not converge. In particular, for the NNs
that manage the gates, any activation function other than the
default (sigmoid function) results in the model having unpre-
dictable behavior. Similarly, several activation functions are
also tested for the NNs that generate the classification. In this
case, only the hyperbolic tangent (the default) and the softsign
function result in the model being stable. Therefore, only
these functions are included in our final analysis.

Third, two different batch sizes (10 and 100 items) are used
in the training process. During the training phase, the NNs
process each item in the dataset and the result is com-
pared with the expected result. The difference between the
expected and the actual result is used in the back-propagation
mechanism, which recalculates the weight of each neuron to
improve classification. This mechanism can be run for each
input or for each batch of inputs. The batch size defines the
number of inputs that are provided to the network before
running the back-propagation mechanism.

With regard to model convergence, our preliminary exper-
iments revealed that a maximum number of 1000 epochs
was sufficient to allow the model to converge. In addition,
since the best performance is not necessarily achieved in the
last epoch, we keep the network configuration that achieves
the best performance. Finally, to prevent the learning proce-
dure from getting stuck at a local minimum until it reaches
the 1000 epoch limit, a callback was introduced into the
learning process to produce an early stop if the training
does not get an improvement in accuracy during the last
100 epochs.

This model is finally verified using a Hold-Out strat-
egy [32]. First, we randomly divide the dataset into two
smaller datasets (50% each). One of these resulting datasets is
used as a Test dataset, whereas the other is randomly divided
again: 80% is the Training dataset, while the other 20% is
the Validation dataset. The Training dataset is the dataset
used in the training process and the validation dataset is the
dataset used to evaluate the performance of the network for
each epoch. The validation dataset is also used to choose
the network configuration that provided the best results for
our classification problem. Finally, the Test dataset is used to
measure the precision of the model.

V. EXPERIMENTAL RESULTS
This section first discusses the results of our experiments and
then illustrates them with some running examples.
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TABLE 3. Best accuracy achieved with hyperbolic tangent activation
function.

FIGURE 3. Experiments with best accuracy above 90%.

A. DISCUSSION OF RESULTS
First, we analyze how different batch sizes impact network
performance. Table 3 shows that a smaller batch size has
a greater impact on accuracy as the network size increases.
Using smaller batch sizes means that the network weights are
updated more frequently, based on the error obtained from a
small subset of the training dataset. In contrast, using larger
batch sizes produces a smoother update in network weights.
In particular, we observe that when using a network size
of 50 neurons and a batch size of 10 elements, the perfor-
mance of the network drops dramatically. Figure 4 shows how

FIGURE 4. Between-epoch accuracy for LSTM of 25 neurons. Batch size 10
(red) and 100 (blue).

TABLE 4. Best accuracy using a batch size of 100.

smaller batch sizes result in a less consistent increase in accu-
racy across epochs, while larger batch sizes produce a more
stable increase, evenwhen both achieve a good accuracy. This
lack of stability when using small batch sizes with a larger
LSTM size meant that more experiments did not converge
on good accuracy results. This fact is observed in Figure 3,
where the percentage of successful experiments decreases as
the network size increases, reaching a value of zero for the
LSTMs of 50 neurons.

As mentioned in the previous section, most of the activa-
tion functions resulted in an unstable network, except for the
hyperbolic tangent (htan) and softsign functions. To evaluate
network performance using both activation functions, we use
the same network configuration. We tested both options for
each size of network, using a batch size of 100, and measured
the best accuracy obtained for the validation dataset over ten
consecutive experiments.

The results obtained in Table 4 show that the accuracy for
most network configurations is almost the same, regardless of
the use of htan or softsign as activation functions. However,
the softsign activation function worked better for larger
network sizes when using a smaller batch size, as shown
in Table 3. Based on these results, we have used softsign as
the activation function for the rest of the experiments.

When analyzing the results considering all the network
sizes included in our experiment, we observe that the larger
the network size, the better the accuracy achieved. A network
size of 50 neurons provided better results in the validation
dataset than the results obtained with smaller network sizes.
However, we observed only a slight improvement in the
results when doubling the size of the network from 25 to
50 neurons.

Furthermore, we observed that, although the best result
in a set of experiments improves when the network size
is increased, the average performance of all experiments
decreases as the network size increases, in particular with
small batch sizes. This behavior is probably motivated by
the fact that a small batch size increases the probability
of large changes in network weights. This generally lowers
the average performance, in a similar way to that described
by [33] when the learning rate is too large.

The configuration that provided the best results for our
classification problem was obtained with a LSTM network
of 50 neurons, the softsign activation function, and a batch
size of 10 elements. This network configuration was tested
with the Test dataset, which was not used in the previous
analysis and design, resulting in the confusion matrix shown
in Table 5 in which the rows show the dataset the samples
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TABLE 5. Confusion matrix.

belonged to and the columns represent the results of the
classification.

Note that our experiments only include the analysis of
hyperparameters such as network size, employed activation
function, and batch size. Other hyperparameters were set
to their default values. Although our model achieves good
results, further experiments are needed to investigate how
optimizing other hyperparameters affects the performance of
the proposed model.

The model obtained an accuracy of 0.9762, and an Area
Under the Curve (AUC) of 0.9955 in the testing dataset. The
AUC represents a way to measure the performance of the
approach, since it represents the number of false positives
combined with false negatives. Since the AUC is close to one,
this means that the proposed model provides a good approach
to the classification problem.

In particular, our true positive rate (TPR) was 97.57%,
which represents DGA-generated domain names that were
correctly classified by our model. On the other hand, our
false positive rate (FPR) was 2.33%, which represents legiti-
mate domain names that were mistakenly classified as algo-
rithmically generated. Taking into account the Alexa Top
1000 domains, this FPR was reduced to 1.7% and further
reduced to 0% versus the Alexa Top 100 domains (we further
extend this discussion in Section V-B). Finally, we have
also calculated the Matthews Correlation Coefficient (MCC),
a specific indicator of the quality of two-class classifications.
MCC has scored 0.9525, indicating a correlation close to a
perfect agreement. Table 6 shows all the performance metrics
of our approach, including also Cohen’s Kappa coefficient
(which compares an observed accuracy with an expected
accuracy). Figure 5 shows the Receiver Operating Character-
istic (ROC) curve of our model.

It is worth noting that we did not reproduce the experiments
of Woodbridge et al. [13] or other authors with our own
dataset for two main reasons. First, they did not share their
code and datasets, so it was very difficult for us to properly
compare their performance against our proposed model using
the same dataset, since the results are highly dependent on
the composition of the dataset. For example, using a dataset
where the presence of wordlist-based DGA is lower may
result in better accuracy in models that detect strange com-
binations of characters, which is something that can happen
when using an approach of CNN. Second, our dataset is
much smaller than the datasets used by other authors such as
Woodbridge et al. [13]. The size of our dataset is intentionally
smaller so that the results are comparable with other tech-
niques that require a prior feature engineering process, as we
did in our previous work [10]. Unlike our case, the models

FIGURE 5. ROC curve of the proposed model.

TABLE 6. Performance metrics of our approach.

designed by others have many trainable parameters that need
to be adequately trained with larger datasets. Due to the lack
of details to satisfactorily reproduce other works, we decided
to provide our results as well as the results published by other
authors, for the sake of completeness.

Regarding the results of the related work, the authors
in [13] also used an LSTM approach with a dataset of almost
2million elements and got 98%ofDGA-based domain names
detected with an FPR of 0.1%, with a total AUC of 0.9993.
Their approach was later re-evaluated for comparison in [17],
resulting in a TPR of 94% and an FPR of 3%. The model
proposed in [17], which relies on a 1D-CNN, obtained a
TPR of 94% and an FPR of 3%. We have summarized
in Table 1 the metrics of the related work and the metrics
of our approach. Let us remark that the values of the related
work were taken from their results and therefore not directly
comparable with ours. As we have already mentioned, our
results are only directly comparable to the results of our pre-
vious approach given in [10] as we are using the same dataset.
We have highlighted both comparable results in Table 1.More
information is provided below. Following best practices [34]
and for the sake of reproducibility, we have released the
models used in this paper [35]. The dataset that we are using
in this work is also publicly available in [28].

The results of both approaches given in [17] show that our
LSTM approach outperforms the LSTM approach in [13],
and achieves a TPR rate similar to that of the 1D-CNN
approach introduced by Catania et al. [17]. However, the FPR
of their approach is much better than ours. This is because the
decision boundary threshold of their model was changed to
0.90, instead of the default value of 0.50. This modification
causes the network to classify a domain name as algorithmi-
cally generated only if the probability of this classification

VOLUME 9, 2021 126453



J. Selvi et al.: Toward Optimal LSTM Neural Networks for Detecting Algorithmically Generated Domain Names

is greater than 90%, which obviously results in a smaller
FPR and a higher true negative rate (TNR), but also in a
smaller TPR and a higher false negative rate (FNR). This kind
of approach makes sense when domain names detected as
positives are automatically blocked, as it is preferable never
to block legitimate domain names, even if multiple mali-
cious domain names are not blocked. However, the opposite
approach is preferred when the model is used for passive
detection. In passive detection situations, it is preferable to
identify all malicious domain names, even when some of
them result in false positives. In our approach, we prefer
to keep the model balanced for performance measurement,
as our model can be used interchangeably for active or for
passive detection.

Moreover, as described in [17], the authors used an imbal-
anced dataset, comprising a million clean domain names and
nearly 2 million domain names algorithmically generated.
This resulted in a higher TPR, since the class represent-
ing a positive classification is much larger in the Training
dataset. Unlike [17], our dataset is balanced andmuch smaller
(64, 000 domain names).We opted to use such a small dataset
as our main research goal was to find the simplest model that
can be trained with a reduced dataset and yet obtain good
accuracy results.

Comparing our current approach using LSTM to our previ-
ous approach using Random Forest (RF) [10], we got slightly
better accuracy in our RF approach (98.73% vs. 97.62%).
This means that the feature engineering performed in our
previous work provided a good representation of the data.
At the same time, it also means that we have created a model
that obtained almost the same accuracy but without spending
time in a complex and time-consuming feature engineering
process. Avoiding the feature engineering process is partic-
ularly useful when it is required to be done frequently. This
can happen in adversarial scenarios such as those described
by [36]. Malware developers can modify the way DGA-based
domain names are generated, so the features extracted from
the previous feature engineering process are no longer useful.
In such a scenario, LSTM-based approaches can be retrained
with the new set of domain names and extract new features
that continue to produce good classification results.

B. RUNNING EXAMPLES
Here we discuss some real examples and interesting
results from our model. Focusing on a specific domain
like facebook.com, the model classified it as CLEAN,
which was the expected behavior. Similarly, the domain
dasqwij28ndnas812endmq83.com was classified as
MALWARE, which was also the expected behavior (this
domain was algorithmically generated by one of the malware
samples whose DGA is included in our datasets).

We did some additional experiments to better under-
stand how classification works. For example, we chose
the domain somethingmalicious.com (initially clas-
sified as CLEAN) and then we began to slightly
modify the domain until our network detected it as

TABLE 7. False positives in Alexa Top 1000.

MALWARE. We observed that the classification remains
CLEAN when adding suffixes like numbers, such as
somethingmalicious1990.com. However, the domain
was detected as MALWARE by inserting numbers randomly
along the string, such as som9ething7mal6ici2ous.
com.

We have also observed that the network detects as
MALWARE those domain names that include unusual com-
binations of consonants and vowels. For example, insert-
ing a ‘‘w’’ character between the words that make up
the somethingmalicious.com domain name creates
the unusual combination of ‘‘ngwm’’ characters. Our model
detects the resulting domain name (somethingwmali
cious.com) as MALWARE.

Finally, we verified that the top 100 sites referenced by
Alexa [37] were correctly classified as CLEAN and out of
the top 1000 sites, only 17 were erroneously detected as
MALWARE (representing 1.7% of false positives). These
incorrectly classified domain names are shown in Table 7.

VI. CONCLUSION
One of the most commonly used techniques to detect
malicious software and infected devices is to analyze network
communications. To maintain control over infected systems,
malware developers began to use amore stealthy communica-
tion strategy using algorithmically generated domain names
instead of fixed IP addresses or domain names that are quickly
blacklisted.

In this paper, we looked for the simplest possible neural
network model that can be trained with a small dataset and
still get good accuracy results. As a base model, the neural
network is composed of a LSTM layer and a dense layer.
We used a one-hot encoding strategy to represent the input
data from the network. In addition, we performed sensitivity
analysis with the network parameters (such as LSTM layer
size, activation functions, and batch size) to find the best
performing settings.

Our experiments revealed that larger networks provide
better classification accuracy. However, we observed only a
slight improvement in the results when doubling the size of
the network (in particular, from 25 to 50 neurons). This means
that increasing the network size does not provide significant
performance improvements. Additionally, larger batch sizes
improve network stability, while smaller batch sizes increase
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the likelihood of obtaining the optimal configuration to pro-
vide the best accuracy. Based on the knowledge gained from
these experiments, we proposed a network configuration that
achieves detection rate accuracy of 97.62% in the testing
dataset, with a very low false positive rate on the Alexa Top
1000 list (namely, a 1.7% rate).

For the sake of reproducibility and open science, we are
publicly releasing our network model and datasets. This net-
work model is able to learn how to identify various aspects of
domain names that can reveal that they were algorithmically
generated. For instance, the combination of unusual charac-
ters or the distribution of numbers or other symbols was found
to be a factor in the classification results.

Although our LSTM-based approach achieves slightly
worse results than approaches that rely on other methods such
as Random Forest, it does not require any up-front feature
engineering process. In particular, the near 1% degradation
in accuracy, TPR, recall, and F1-score is affordable, as the
model achieves good classification results while avoiding the
need for the feature engineering process. Using LSTM-based
approaches allows retraining without any human interven-
tion. For instance, an autonomous system can provide new
datasets of DGA techniques to the model to improve its
detection metrics. In contrast, approaches based on other
methods such as Random Forest require human intervention
when new features need to be extracted as a consequence
of an advanced adversary with sufficient knowledge of the
underlying machine learning models to deceive and circum-
vent malicious classification.

As future work, we aim to investigate the addition of new
restrictions in the proposed model, such as setting limits on
the dynamic response classification based on network con-
gestion or the workload of the system. In this regard, we envi-
sion a model that is capable of adapting to a situation of high
network load, dynamically reducing latency, even when this
implies reducing the performance of the classification results.
We also plan to investigate how the optimization of other
hyperparameters, in addition to network size, activation func-
tion, and batch size, affects the performance of the proposed
model.
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